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Notices
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Chapter 1

Performance highlights

This report focuses on performance changes since previous versions (9.3 and 9.4) and on the perfor-
mance of new function in this release.

SupportPac MP16 “Capacity Planning and Tuning Guide” will continue to be the repository for
ongoing advice and guidance learned as systems increase in power and experience is gained.

In IBM MQ for z/OS 10.0, there are a number of features that can benefit the performance of the
MQ queue manager:

As introduced in IBM MQ for z/OS 9.3, all new queue managers have, by default, 64-bit log RBA
and are capable of having up to 310 active logs. All measurements run in this report use 64-bit RBA
queue managers.
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Chapter 2

Existing function

General statement of regression
CPU costs and throughput are not significantly differerent in version 10.0 for typical messaging
workloads when compared with versions 9.3 and 9.4.

The reader can see how that statement has been determined by reviewing details of the regression
test cases in the Regression appendix.
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Storage usage
Virtual storage constraint relief has not been a primary focus of this release.

CSA usage
Common Service Area (CSA) storage usage is important as the amount available is restricted by
the amount of 31-bit storage available and this is limited to an absolute limit of 2GB.

The CSA is allocated in all address spaces in an LPAR, so its use reduces the available private
storage for all address spaces.

In real terms, the queue manager does not have 2GB of storage to use - as there is some amount
used by MVS for system tasks and it is possible for individual customer sites to set the limit even
lower.

From the storage remaining of the 2GB of 31-bit storage, a large (but configurable) amount of
storage may be used by the queue manager for buffer pools. This storage usage may be reduced
with the use of 64-bit buffer pools.

The storage remaining is available for actually connecting to the queue manager in a variety of ways
and using IBM MQ to put and get messages.

Initial CSA usage
CSA usage for 10.0 is similar to both 9.3 and 9.4 when similarly configured queue managers are
started. On our systems this is approximately 6MB per queue manager.

CSA usage per connection
CSA usage has seen little change in the following releases: 9.3, 9.4 and 10.0.

• For local connections, MCA channels and SVRCONN channels with SHARECNV(0), CSA
usage is 2.47KB per connection.

• For SVRCONN channels with SHARECNV(1), CSA usage is approximately 4.9KB per con-
nection.

• For SVRCONN channels with SHARECNV(5), CSA usage is approximately 3KB per connec-
tion, based on 5 clients sharing the channel instance.

• For SVRCONN channels with SHARECNV(10), CSA usage is approximately 2.7KB per con-
nection, based on 10 clients sharing the channel instance.

IBM MQ for z/OS 10.0
Base and Advanced Performance report (v1.0) - September 2026
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Object Sizes
When defining objects, the queue manager may store information about that object in pageset 0
and may also require storage taken from the queue manager’s extended private storage allocation.

IBM MQ for z/OS 10.0 increases the maximum length of the CONNAME attribute from 48 to 264
characters, bringing the maximum length in line with other MQ platforms.

This change affects the following channel types:

SDR, SVR, RQSTR, CLUSSDR and CLUSRCVR.

In addition to these changes, IBM MQ for z/OS 10.0 has optimised how certain channel attributes
are stored on page set zero and this change affects all channel types except CLNTCONN channels.

This change is detailed further in the Long CONNAME support section.

The data shown on the following 2 charts only includes the storage used when defining the objects.

For clarity, these calculations were based on defining 1000 of each type of MQ object, specifying the
minimum attributes necessary and determining the increase in page set zero usage.

PAGESET(0) Usage
Chart: Pageset usage by object type

IBM MQ for z/OS 10.0
Base and Advanced Performance report (v1.0) - September 2026
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Virtual Storage Usage
Chart: Virtual Storage usage by object type

As can be seen in both the “PAGESET(0) Usage” and the “Virtual Storage Usage” charts, channel
object types see a significant decrease in usage in IBM MQ for z/OS 10.0.

This is explained in the Long CONNAME support section, but is essentially the outcome of defining
the objects with the minimum attributes required, and benefitting from the storage of certain string-
type attributes in variable length fields.

IBM MQ for z/OS 10.0
Base and Advanced Performance report (v1.0) - September 2026
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Capacity of the queue manager and channel initiator

How much storage does a connection use?
When an application connects to a queue manager, an amount of storage is allocated from the queue
manager’s available storage.

Some of this storage is held above 2GB, such as security data, and other data is stored on storage
taken from that available below the 2GB bar. In the following examples, only allocations from below
the 2GB bar are reported.

From version 9.0 onwards, the typical storage usage is approximately 17KB per connection, however
there is additional usage in the following (non-exhaustive) cases:

• Where connection is over a SHARECNV(1) channel, the usage increases to 27.4KB.

• Where connection is over a SHARECNV(10) channel and has a CURSHCNV of 10, the usage
is 18.8KB per connection (188KB per channel).

• Where connection is over a SHARECNV(1) channel to shared queues - either CFLEVEL(4)
or CFLEVEL(5) backed by SMDS, the storage is 34KB, giving an additional shared queue
overhead of 7KB.

These numbers are based upon the connecting applications accessing a small number of queues. If
your application has more than 32 objects open, the amount of storage will be increased.

If the number of messages held in a unit of work is large and the size of the messages is large then
additional lock storage may be required.

IBM MQ for z/OS 10.0
Base and Advanced Performance report (v1.0) - September 2026
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How many clients can I connect to my queue manager?
The maximum number of clients you can connect to a queue manager depends on a number of
factors, for example:

• Storage available in the queue manager’s address space.

• Storage available in the channel initiator’s address space.

• How large the messages being put or got are.

• Whether the channel initiator is already running its maximum number of connected clients
(either 9,999 or the value specified by channel attributes like MAXCHL).

Since IBM MQ for z/OS 9.4, some of the storage required by client channels has been changed to
use 64-bit storage.

The 64-bit storage usage is discussed further in the “Increased channel initiator capacity for SVR-
CONN channel” section of the IBM MQ for z/OS 9.4 performance report.

31-bit storage usage with SVRCONN channels

The table below shows the typical 31-bit footprint when connecting a client application to a z/OS
queue manager via the channel initiator.

The value used in the SHARECNV channel attribute can affect the footprint and consideration as
to the setting should be taken. Guidance on the SHARECNV attribute can be found in SupportPac
MP16 “Capacity Planning and Tuning Guide”.

31-bit
Channel initiator footprint
(KB / SVRCONN channel)

Message size (KB)

IBM MQ release SHARECNV 1 10 32 64

9.3 0 87 100 161 194

9.4 0 87 90 94 96

10.0 0 87 89 93 95

9.3 1 168 191 245 278

9.4 1 164 174 203 203

10.0 1 165 174 203 205

9.3 10 222 243 309 340

9.4 10 219 236 263 265

10.0 10 228 240 275 272

Note: For the SHARECNV(10) channel measurements, the channels are running with 10 conversa-
tions per channel instance, so the cost per conversation would be the value in the table divided by
10.

The table shows for SVRCONN channels with SHARECNV(10) configured, there is a 9KB increase
per SVRCONN channel for 1KB messages and a 12.1KB increase per SVRCONN channel with 32KB
messages on IBM MQ for z/OS 10.0.

IBM MQ for z/OS 10.0
Base and Advanced Performance report (v1.0) - September 2026
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64-bit storage usage with SVRCONN channels

The chart below shows the typical 64-bit footprint when connecting a client application to a z/OS
queue manager via the channel initiator.

Chart: 64-bit usage for MQ 9.4 and MQ 10.0 SVRCONN channels

Notes on chart:

• The 64-bit private storage is assigned in a range of pool sizes from 4KB doubling in size up to
1MB. For messages larger than 1MB, storage is allocated on a per MB requirement.

• In the above chart, we see relatively high 64-bit storage requirements. For example

◦ SHARECNV(0): Approximately 2 times the message size.

◦ SHARECNV(1): Approximately 4 times the message size.

◦ SHARECNV(10): Approximately 22 times the message size per channel, or 2.2 times the
message size per conversation.

• It is worth noting that the message sizes used in the chart are not optimised for the 64-bit
pool sizes used in the channel initiator, such that for each of the messages used of 32KB or
more, storage was used from the next sized-buffer pool, i.e. a 32KB message required a 64KB
buffer. This is simply because the storage requirements include message headers, which takes
the message size over the lower pool-size threshold.

◦ With a SHARECNV(0) channel using a 31KB message, we would use a single 32KB
buffer, reducing the 64-bit private storage usage by half.

• Additional storage is required for channels with non-zero SHARECNV values, and the storage
requirements for channels with SHARECNV(1) are relatively high compared to SVRCONN
channels with SHARECNV of greater than 1 and matching CURSHCNV.

IBM MQ for z/OS 10.0
Base and Advanced Performance report (v1.0) - September 2026
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Rule of Thumb

For all SVRCONN channel conversations, allow space for the message header(s), approximately 500
bytes, and round up to the nearest buffer pool size (using a power of 2) e.g. 4KB, 8KB, 16KB, etc.

• For SVRCONN channels with SHARECNV(0), this gives an approximate 64-bit storage re-
quirement per channel.

• For SVRCONN channels with a non-zero SHARECNV value but only a single conversation
i.e. CURSHCNV(1), double the calculated space to determine an approximate 64-bit storage
requirement.

• For SVRCONN channels where multiple conversations are sharing a single SVRCONN channel,
i.e. SHARECNV of greater than 1, and CURSHCNV of greater than 1, multiply the size by
the number of conversations and then again by 1.1 to determine an approximate 64-bit storage
requirement.

IBM MQ for z/OS 10.0
Base and Advanced Performance report (v1.0) - September 2026

Page 9 of 84



How many SVRCONN channels can I run?

Prior to MQ 9.4, the storage used for SVRCONN channels was sourced entirely by 31-bit storage.
Since MQ 9.4, storage used by SVRCONN channels is sourced from both 31-bit and 64-bit storage.

This does mean there is a change in how to calculate the number of SVRCONN channels that can
be supported.

When the channel initiator is started, it will log a message similar to the following:

“CSQX004I @VKW8 CSQXSPRM Channel initiator storage usage: local storage: used 141MB,
free 1375MB: above bar: used 187MB, free >10GB ”.

In our example, this means that the channel initiator had 1516MB of 31-bit storage available and
has 1375MB available for channels to be started. To avoid letting the channel initiator run short on
storage, it is advisable to aim to keep the usage below 80% of the total available. In the example
this means keeping the channel initiator storage usage below 1212MB, which in turn means that
there is 1071 MB available for channels.

If the workload is expected to be clients connecting via SHARECNV(1) SVRCONN channels and
using 32KB messages, we could predict that the MQ version 10 channel initiator could support a
maximum of 5,402 running SVRCONN channels before using 80% of the available 31-bit storage.

Additionally, some 64-bit storage may be required. The IBM documentation suggests the channel
initiator JCL is configured with MEMLIMIT of 2GB. Whether 2GB is sufficient will depend on the
messages flowing through your SVRCONN channels.

For example, continuing with 5,402 SVRCONN channels with SHARECNV(1) using 32KB messages,
we would expect a total of 540MB of 64-bit storage being required.

However for 9,999 SVRCONN channels configured with SHARECNV(0) using 256KB messages,
each would require 512KB of 64-bit storage. This would mean that approximately 5GB of 64-bit
storage would be required to support all of those channels running concurrently.

IBM MQ for z/OS 10.0
Base and Advanced Performance report (v1.0) - September 2026

Page 10 of 84



How many MCA channels can I run to or from my queue manager?
This depends on the size of the messages flowing through the channel.

A channel will hold onto a certain amount of storage for its lifetime. This footprint depends on the
size of the messages.

Channel initiator footprint
per MCA channel

Message Size

IBM MQ release 1KB 32KB 64KB 4MB

9.3 91 100 109 1128

9.4 90 100 109 1128

10.0 106 116 125 1139
Overhead of message size increase

on 1KB messages +9 KB +19 KB +1032 KB

The table shows that there is a 16KB increase in a channel footprint on IBM MQ for z/OS 10.0.

IBM MQ for z/OS 10.0
Base and Advanced Performance report (v1.0) - September 2026
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Chapter 3

New function for 10.0
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New function for version 10.0.0
This release has introduced a number of items that can affect performance and these include:

• Queue Manager:

◦ Long CONNAME support

◦ 64-bit OUTBUFF

◦ Support for OpenTelemetry in MQ for z/OS

Each of these features will be detailed in subsequent chapters.

In IBM MQ for z/OS 10.0, there has been the deprecation of many TLS1.2 ciphers, and as a result
MQ performance measurements using TLS protection on MQ channels are now reported using only
TLS1.3 ciphers.

IBM MQ for z/OS 10.0
Base and Advanced Performance report (v1.0) - September 2026
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Chapter 4

Long CONNAME support

In previous MQ release performance reports, such as IBM MQ for z/OS 9.4 and MP16 “Capacity
Planning and Tuning Guide”, there is a section reporting “Pageset(0) usage” for MQ objects, which
includes each of the channel types. This data is repeated in this report in the Object Sizes section.

Prior to IBM MQ for z/OS 10.0, it was reported that each of the channel types used 2048 bytes
of page set zero usage, or that 2 objects could be stored per 4KB page.

These calculations were based on defining 1000 of each type of MQ object and determining the
increase in page set zero usage.

Prior to IBM MQ for z/OS 10.0, it was irrelevant whether any of the MQ channels had the minimum
number of attributes specified for that channel type or whether every attribute was configured to
the maximum length - in either case, MQ for z/OS could only store 2 channel objects per 4KB page
on page set zero.

For example, SDR-type channels where the SENDEXIT attribute is either blank or contains all eight
exit names each of eight characters in length, would use the same amount of page set zero storage.

IBM MQ for z/OS 10.0 increases the maximum length of the CONNAME attribute from 48 to 264
characters, bringing the maximum length in-line with other MQ platforms. This change affects the
following channel types:

• SDR, SVR, RQSTR, CLUSSDR and CLUSRCVR.

Increasing the length of the CONNAME attribute makes it easier to use a comma separated list of
host/port names. Typically, only one hostname is required but you can provide multiple hostnames
to configure multiple connections with the same properties. The use of multiple hostnames may
affect the channel start rate, as the connections are usually tried in the order they are specified in
the connection list until a connection is successfully established.
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Impact to Page Set Zero usage
In addition to supporting the increase in CONNAME length, IBM MQ for z/OS 10.0 channel objects
have been changed to store certain string-type attributes as variable length fields in page set zero
and this change affects all channel types except CLNTCONN channels (see CLNTCONN channels).

If not exploiting the additional characters in the CONNAME attribute, the page set usage for
channel objects will typically decrease, or at worst, have the same page set zero usage as prior MQ
releases.

In IBM MQ for z/OS 10.0, the page set usage is reported in up to three configurations for each
channel type:

1. Minimum size of an MQ channel, where the minimum attributes are configured, and any
mandatory variable length attributes are configured with short values.

2. Maximum size of an MQ channel, using pre-v10.0 CONNAME length.

3. Maximum size of an MQ channel, using v10.0 maximum CONNAME length.

In our measurements, configuration 2 resulted in the MQ channel objects using 2048 bytes or 2
objects per page, matching earlier MQ for z/OS releases.

However, it is unlikely that many channel objects are defined with all string-type characters at
maximum length, and as a result we offer the following chart.

Chart: Pageset usage by channel type
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The chart shows that for a sender-type (SDR) channel, the maximum number of objects that can
be stored in a single 4KB page is 10, and the minimum is 1.

This means that if a sender-type channel is defined with a long CONNAME, for example using
the 264 bytes, and all the variable length attributes configured to their maximum lengths, only 1
similarly configured sender channel would be stored per 4KB page.

By contrast a sender-type channel that is configured with the minimum mandatory fields, i.e. ex-
ample XMITQ and CONNAME only, up to 10 channels could be stored per 4KB page, depending
on the length of the values in those attributes.

These channels are based on all channel definitions for a single channel type being defined with the
same length attributes and should channel object “A” require more than 2048 bytes and the next
object “B” defined requires less than 2048 bytes, then both objects may be stored on a single page.

Minimum Objects per 4KB page
For a receiver or SVRCONN-type channel, neither of which support CONNAME, a minimum of 2
objects will be stored per 4KB page of page set zero.

For all other channel types, which do support CONNAME, it is possible that 1 object may be stored
per 4KB page on page set zero.

Maximum Objects per 4KB page
For a sender-type object, a maximum of 10 SDR-type channel objects may be stored on a single
4KB page on page set zero.

For all other channel types, a maximum of 11 channel objects may be stored on a single 4KB page
on page set zero.

CLNTCONN channels
CLNTCONN channels on z/OS have not been updated to support a CONNAME of greater than 48
characters in length.

Although CLNTCONN channels can be defined on z/OS, they cannot be exported to a client system
because the CSQUTIL MAKECLNT tool used for this purpose was deprecated in IBM MQ 9.1.0
for z/OS.
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Impact of multiple host/port names in the CONNAME at-
tribute on channel start
The connections are usually tried in the order they are specified in the connection list until a
connection is successfully established.

Should the list contain multiple host/port names that are not available at the head of the list, then
there is an impact to the performance of channel start.

In MP16 “Capacity Planning and Tuning Guide” section titled “Channel start / stop rates and cost”,
it is documented that to start 1000 channels on IBM z17 (9175-703), a rate of 826 channel starts
per second was achieved at a cost of 200 microseconds per channel.

When this measurement is repeated but with increasing numbers of host/port names where the
connection attempt is not successfully established before the final connection is established the
following chart can be created:

Chart: Impact of increasing unsuccessful connection attempts on channel start rate

In the low-latency test environment where the remote end of the channel was a separate LPAR on
the same SYSPLEX, a channel configured with 1 host/port name took 1190 microseconds to start.

When configuring multiple host/port names in the CONNAME attribute, each unsuccessful con-
nection added 330 microseconds to the channel start time. In a higher-latency network (greater
distance, generally busier or even less responsive target system), the elapsed time to attempt the
connection may be even higher.
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In terms of CPU attributed to the MQ channel initiator at channel start, we found that each
unsuccessful attempt cost 90 CPU microseconds on IBM z17 (9175-703) in addition to the 200 CPU
microseconds incurred for the successful connection.

For each unsuccessful connection attempt, the channel initiator will log the CSQX202E message, for
example:

CSQX202E @VTS1 CSQXRCTL Connection or remote listener unavailable,

channel VTS1_VTS2_0001

connection 10.20.137.22

TRPTYPE=TCP RC=00000468 (ECONNREFUSED) reason=769E0291

Each failed host/port name will be attempted once before MQ attempts the next machine name in
the CONNAME list.

It is not until all host/port names have been attempted that channel retry processing is attempted.

The DISPLAY CHSTATUS() CONNAME command can be used to verify which connection name was
successfully established.

As the use case for multiple host/port names is for failover reasons, the list should be specified in
order of likely use.

The performance of “STOP CHANNEL” is not affected by the number of machines in the connection
list.

Note:

If using multiple host/port names, ensure the entire string value of CONNAME is enclosed in single
quotation marks, for example:

CONNAME(‘10.20.37.22(2202),10.20.37.22(2203),10.20.36.103(2202)’)
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Using CSQUTIL to define MQ channels with long CONNAME
values
The IBM documentation for CSQUTIL provides guidance on how to make object definitions that
exceed SYSIN record length limits.

Since the CONNAME may now be up to 264 characters, it might be helpful to highlight specific
parts of that guidance:

You specify the functions required by statements in the SYSIN data set according to these rules:
• The data set must have a record length of 80.
• Only columns 1 through 72 are significant. Columns 73 through 80 are ignored.
• Records with an asterisk (*) in column 1 are interpreted as comments and are ignored.
• Blank records are ignored.
• Each statement must start on a new line.
• A trailing - means continue from column 1 of the next record.
• A trailing + means continue from the first non-blank column of the next record.

For example, defining a sender-type channel with multiple host/port names could be defined thus:

Example: Define sender channel with multiple host/port names
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Conclusions
When using a list of multiple host/port names in the CONNAME attribute, be aware that channel
start performance may be impacted by the order that the connection names are specified and whether
one or more of the connection attempts fails.

Page set zero usage may decrease when using IBM MQ for z/OS 10.0 compared to prior releases.

Should CONNAMEs be configured with values longer than 48 characters, page set zero usage may
increase.

Monitor your page set zero usage when starting your MQ queue manager on IBM MQ for z/OS 10.0
to ensure that there is sufficient capacity for all the MQ objects defined.

Finally, and as a reminder, ensure that for the buffer pool used by page set zero has sufficient buffers
available to avoid synchronous page set I/O.
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Chapter 5

Log Output Buffer Size (OUTBUFF)

IBM MQ for z/OS 10.0 increases the maximum value of the OUTBUFF parameter in CSQ6LOGP from
4 000 KB to 40 000 KB — a tenfold increase. This matches the limit that has long been available in
Db2 for z/OS. Alongside the increased limit, log output buffers are now permanently page-fixed in
above-the-bar storage, providing marginally improved performance and relieving pressure on below-
the-bar virtual storage.

OUTBUFF controls the total size of the in-storage pool used by IBM MQ to buffer log records before
they are written to the active and archive log data sets. Each individual output buffer is 4 KB, so
the value is rounded up to a multiple of 4. The valid range is 128 through 40 000 KB.

Configuration
OUTBUFF is set in the CSQ6LOGP system parameter macro, which is assembled into the CSQJLOGP sys-
tem parameter module and takes effect at queue manager startup. It cannot be changed dynamically
using the SET LOG command — a queue manager restart is required for a change to take effect.

Suggested settings:

• Test system: 400 KB

• Production system: 4 000 KB — this is the minimum recommended value for a production
system. Consider setting this value higher for log-constrained systems.

To change OUTBUFF, edit a copy of the CSQJLOGP assembler source module (supplied in thlqual.SCSQASMS),
update the macro invocation, and reassemble it. For example:

CSQ6LOGP OUTBUFF(40000)

Link-edit the resulting object module with the existing system parameter module to produce a new
load module, then restart the queue manager specifying the new module.

What does OUTBUFF affect?
When all available log output buffers are in use — typically because log I/O is not keeping pace
with the rate at which log records are being generated — MQ tasks that need to write a log record
must wait until a buffer becomes free. This condition is recorded in the log manager statistics as
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QJSTWTB (wait for buffers). Any non-zero value of QJSTWTB in SMF 115 log manager data records is
a sign that OUTBUFF is too small, or that there is a problem with log I/O throughput.

A larger OUTBUFF provides a deeper cushion between the rate of log record generation and the rate
of log I/O completion. This is most beneficial on systems that:

• process high volumes of persistent messages or frequent commits;

• process persistent messages out of syncpoint;

• experience irregular or spiked log I/O, for example due to log data sets placed on high-usage
or contended DASD volumes;

• already show non-zero QJSTWTB counts in log manager statistics.

In our testing, we saw no measurable benefit or detriment from increasing OUTBUFF, however our
test system is not log-constrained. On a production system that regularly encounters waits for log
buffers, increasing OUTBUFF — now up to 40 000 KB — could significantly improve throughput and
reduce latency for all persistent and syncpoint-commit workloads.

Monitoring
The log manager statistics record QJSTWTB (available in SMF 115 subtype 1 log manager data records)
is the primary indicator for log output buffer pressure. Check this value whenever reviewing queue
manager performance:

• QJSTWTB = 0: no tasks have waited for a log output buffer. No action required.

• QJSTWTB > 0: tasks have been suspended waiting for a log output buffer to become free.
Consider increasing OUTBUFF and investigate log I/O throughput (RMF reports may show
heavy I/O to log data set volumes).

Related log manager statistics that provide broader context on log performance include QJSTLLCP
(checkpoint count) and the WRTHRSH parameter, which controls how many output buffers must be
filled before they are flushed to the active log data sets. Together, these parameters and statistics
provide useful context when assessing log output-buffer pressure and general log performance.

For further configuration details, see Using CSQ6LOGP in the IBM MQ 10.0 documentation.
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Chapter 6

OpenTelemetry support

IBM MQ for z/OS 10.0 introduces support for OpenTelemetry (OTel) tracing, enabling IBM MQ for
z/OS to participate in end-to-end distributed traces across applications, middleware, and platforms.
OpenTelemetry is an industry-standard observability framework that allows a single transaction to
be followed as it traverses multiple components, making it easier to identify performance bottlenecks,
failures, and unexpected delays. On z/OS, this capability complements OpenTelemetry support in
other key middleware products, including CICS, IMS, and Db2, providing the telemetry required for
observability platforms to present a unified view of transaction processing across the platform. IBM
MQ for z/OS’s OTel support is also compatible with IBM MQ on distributed platforms, meaning that
OpenTelemetry traces can flow continuously through queue managers on both z/OS and distributed
systems.

An OpenTelemetry trace consists of a collection of spans, where each span represents work performed
by an individual component. Spans are linked together using parent-child relationships to form a
complete view of a transaction. Every span within a trace shares the same Trace ID, while each
span has its own unique Span ID.

When OpenTelemetry tracing is enabled, IBM MQ for z/OS generates spans representing queue
manager activity. Producer spans are created when messages are successfully put to queues, and
Consumer spans are generated when messages are destructively retrieved. For publish/subscribe
messaging, MQ for z/OS can emit a producer span for a publication to an OpenTelemetry-enabled
topic, together with producer and consumer spans for each subscriber copy created as part of the
fan-out. Additional Client spans can also be generated by components such as the IMS Bridge when
messages are forwarded to IMS through OTMA.

IBM MQ takes part in an OpenTelemetry trace when trace context is present in the message, and
that trace context can be set manually by the application or automatically by the environment in
supported cases. Trace context contains the information required for one component to continue a
trace that was started elsewhere. Within IBM MQ for z/OS, trace context is carried in message
properties, primarily through the traceparent property and the optional tracestate property.

This allows observability tools to reconstruct the complete transaction path and determine where
time is spent within the application flow. The traceparent property uses the W3C Trace Context
format, allowing MQ trace data to integrate with industry-standard observability products.
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Configuration
Two key configuration areas determine how MQ participates in OpenTelemetry tracing:

• Span Emission (OTELTRAC) – Controls whether MQ generates spans for queue and topic
activity.

• Trace Propagation (OTELPCTL) – Controls how trace context is propagated between
applications and middleware, either manually by the application or automatically where sup-
ported by the environment.

Span emission
Span emission is controlled by the OTELTRAC property. The OTELTRAC attribute can be configured on
the queue manager, or on local, model or remote queues and on topics. By default all local, model
or remote queues are configured with OTELTRAC(QMGR) which means that changing the OTELTRAC
on the queue manager can enable, or disable trace for all queues. Topics are configured by de-
fault with OTELTRAC(ASPARENT), which delegates its value to the parent topic’s configuration. The
SYSTEM.BASE.TOPIC uses OTELTRAC(QMGR) by default, so if no OTELTRAC values have been changed
in a topic tree, changing the value on the queue manager enables, or disables trace for all topics.

OTELTRAC on local, model or remote queues can be set to:

• QMGR: the default, use the value of OTELTRAC from the queue manager.

• OFF: do not emit spans, even if messages contain trace context.

• ON: emit spans if messages contain trace context.

OTELTRAC on the queue manager can be set to:

• OFF: do not emit spans, even if messages contain trace context.

• ON: emit spans if messages contain trace context.

• NONE: the queue manager never emits spans, even if OTELTRAC(ON) is specified on individual
queues. Setting OTELTRAC(ON) on a queue results in the fast put to waiting getter optimization
being disabled.

OTELTRAC on topics can be set to:

• ASPARENT: The default for everything other than SYSTEM.BASE.TOPIC, delegate to the parent
topic’s configuration.

• QMGR: Use the value of OTELTRAC from the queue manager.

• OFF: Do not emit spans, even if messages contain trace context.

• ON: Emit spans if messages contain trace context.

For topics, SYSTEM.BASE.TOPIC uses the default:

• OTELTRAC(QMGR)
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Trace propagation
Trace propagation is configured using the OTELPCTL attribute on the queue manager and local, model
and remote queues or on topics.

OTELPCTL on local, model and remote queues can be set to:

• QMGR: the default, use the value of OTELPCTL from the queue manager.

• MANUAL: manual propagation is possible.

• AUTO: automatic propagation is available if the environment supports it.

OTELPCTL on the queue manager can be set to:

• MANUAL: manual propagation is possible.

• AUTO: automatic propagation is available if the environment supports it.

OTELPCTL on topics can be set to:

• ASPARENT: The default for everything other than SYSTEM.BASE.TOPIC, delegate to the parent
topic’s configuration.

• QMGR: Use the value of OTELPCTL from the queue manager.

• MANUAL: Manual propagation is possible.

• AUTO: Automatic propagation is available if the environment supports it.

For topics, SYSTEM.BASE.TOPIC uses the default:

• OTELPCTL(QMGR)

Automatic propagation is supported in the following environments:

• IBM CICS Transaction Server for z/OS 6.3 or later (see CICS and OpenTelemetry in the IBM
CICS Transaction Server for z/OS documentation).

• IBM IMS 15.5 or later, with enablement PTFs (see OpenTelemetry tracing in IMS in the IBM
Information Management System documentation) for the IBM MQ IMS bridge.

• IBM IMS 15.5 or later, with PTFs for APAR PH69252 and PH70962 applied for the IBM MQ
IMS adapter.
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Where are spans emitted?
IBM MQ emits OpenTelemetry span data as SMF 1158 records. The z/OS OpenTelemetry Emitter
can be configured to collect these records and forward them to observability platforms.

An SMF in-memory resource must be used for these records, allowing trace data to be cyclically
overwritten and preventing excessive DASD consumption when tracing high transaction volumes.
This process is described in the MQ documentation as follows:

1. Determine the name of the in-memory resource.

For example: IFASMF.MQOTEL.

2. Ask a security administrator to define a new SAF resource to the FACILITY class to protect
the IBM MQ resource.

The resource is the name of the in-memory resource prefixed with IFA. For example: IFA.IFASMF.MQOTEL.

3. Give each IBM MQ MSTR started task ID READ access to the SAF resource.

4. Update the SMFPRMxx parmlib member to specify the INMEM parameter, resource name, and
values for the RESSIZMAX and TYPE sub-parameters for each in-memory resource that you want
to define.

For example:

SETSMF INMEM(IFASMF.MQOTEL,RESSIZMAX(128M),TYPE(1158))

5. Issue the SET SMF=xx command to activate the updated SMFPRMxx member.

6. Set up and configure the z/OS OpenTelemetry Emitter as described in the z/OS documenta-
tion.

What does OTel cost?
The impact to cost per transaction and transaction rate by using OTel with MQ for z/OS is depen-
dent on both the method by which OTel is propagated and the type of workload.

The following configurations are used and referred to throughout this section.

Baseline

OTELTRAC(ON) OTELPCTL(MANUAL)

This is the baseline case. The queue manager is configured such that tracing could occur if valid
trace context were present, but no trace properties are supplied to MQ. As a result, there is no
trace-context propagation cost and no spans are emitted for these messages.

Manual propagation

OTELTRAC(ON) OTELPCTL(MANUAL)

Trace properties are passed from the application to MQ. This uses the same queue manager trac-
ing configuration as the baseline, but the application supplies trace context to MQ using message
properties. Because trace context is present, MQ can participate in the trace and emit spans.
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Automatic propagation, trace off

OTELTRAC(OFF) OTELPCTL(AUTO)

OTELTRAC is disabled, so no MQ spans are emitted, but OTel’s trace context is still propagated
automatically by the environment. This mode isolates the cost of automatic propagation without
the additional cost of MQ span emission. It shows the cost of carrying trace context through MQ
automatically when MQ itself is not emitting spans.

Automatic propagation, trace on

OTELTRAC(ON) OTELPCTL(AUTO)

OTELTRAC is enabled and trace context is propagated automatically by the environment. This mode
represents full automatic propagation with MQ span emission enabled. The environment propagates
trace context, and MQ emits spans when valid trace context is present.

How Do the Different Propagation Styles Compare?
With a small message size and therefore high transaction rate the impacts of OTel and the type
of propagation are most apparent. The following test results show the impact of enabling OTel in
different configurations with a 2KB message size for persistent and non-persistent messages.

Both workloads use a single pair of request/reply queues running at maximum throughput. Re-
quester tasks each put a message out-of-syncpoint to a common request queue and wait for a specific
response on the reply queue; once the reply arrives, the next message is put immediately. Server
tasks action MQGET-with-wait calls on the request queue, get the message and put a reply in-syncpoint
to the known, pre-opened reply queue, then return to wait. Every transaction produces 4 spans, one
producer span and one consumer span on each of the request and reply legs of the transaction. A
new trace context is propagated for every transaction.

The workloads correspond to those described in the private queue server in-syncpoint persistent and
non-persistent sections of this report. A server in-syncpoint setup is used throughout these tests
because messages that are eligible to emit OTel spans cannot take advantage of the fast put to
waiting getter optimisation. Using a server in-syncpoint workload means the optimisation is already
disabled in the baseline, providing a fair before and after comparison.
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Chart: Transaction rate for 2KB persistent and non-persistent workload with OTel

Chart: CPU Cost per Transaction for 2KB persistent and non-persistent workload with
OTel

In these scenarios, the impact of OTel is significant. Automatic propagation outperforms manual
propagation, and the data shows that the largest impact on transaction rate and CPU cost per
transaction for the automatic propagation scenarios comes from the propagation itself rather than
span emission.

Another notable observation is the smaller difference seen in the persistent workloads. Persistent
messaging has a higher CPU cost per transaction, while the CPU time required for trace propagation
and span emission remains relatively constant on a per-transaction basis. As a result, the percentage
difference in both transaction rate and cost per transaction is considerably smaller than in the non-
persistent workload.
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From the above data we can estimate the following additional costs in MQ while using OTel:

• Emission CPU cost for 4 spans is around 13 µs, or 3.25 µs per span emission.

For the trace propagation itself, excluding the emission of spans:

• Automatic trace propagation takes around 12 µs of CPU transaction or 3 µs of CPU per span.

• Manual trace propagation takes around 20 µs of CPU time per transaction or 5 µs of CPU per
span..

If we then compare the 2KB results above to a much larger message size of 4MB the comparative
impact decreases as message size increases.

Chart: Transaction rate for 4MB persistent and non-persistent workload with OTel

Chart: CPU Cost per Transaction for 4MB persistent and non-persistent workload
with OTel
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For the baseline tests, increasing the message size increases the CPU cost per transaction and
reduces the achievable transaction rate. The CPU µs cost associated with trace propagation and
span emission remains relatively small, resulting in the largest messages seeing a negligible overall
impact to transaction rate and CPU usage per transaction.

Scalability
The same effect seen in the baseline tests is also observed at scale. Using the same scalability
workload described in the private queue non-persistent server in-syncpoint scalability workload in
Appendix A of this report, the queue manager is driven across an increasing number of concurrent
requester and server task pairs, up to fifteen in total, running across 16 dedicated processors on an
IBM z17 (9175). As the last scenario in the OTel configuration, each transaction generates 4 spans.
Results are captured for 2KB, 64KB and 4MB messages.

As with the baseline results, smaller messages at higher throughput see a higher relative impact from
OTel enablement, while larger messages at lower throughput see a negligible impact on both trans-
action rate and CPU cost per transaction. The cost per transaction in CPU µs remains consistent
with the private queue tests.

At throughput rates approaching 100,000 transactions per second this results in approximately
400,000 spans being generated every second. At this point span generation begins to outpace the
ability of SMF collection to transfer records to the in-memory storage object used for OpenTelemetry
data. As a result, MQ’s buffer fills and MQ can no longer keep storing spans to emit. The number
of spans lost is small near the threshold where this begins to occur, but increases with throughput
beyond that point. This can be seen as a slight reduction in measured CPU cost per transaction at
the higher end of the scalability range, as less span work is being performed. You can see the number
of spans not emitted due to the inability for SMF to keep up in the OTEL spans not generated, no
storage field in MP1B output from SMF 115 Queue statistics.

This behaviour is expected. MQ’s OpenTelemetry implementation is designed so that an inability
to emit spans does not prevent IBM MQ from continuing to process messages. This ensures that
observability data does not become a bottleneck for message processing and that the primary function
of the queue manager takes priority over trace emission.
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Conclusions
OpenTelemetry tracing is a useful tool for understanding message flows and diagnosing latency
across distributed systems. For many workloads the cost of enabling it is low. Where MQ is not the
bottleneck – for example, with larger messages or lower transaction rates – the overhead is negligible,
and OTel is well suited to production use.

For high-throughput, small-message workloads the additional CPU cost is more noticeable. In
these cases, scoping tracing to specific queues or topics using OTELTRAC can help keep the overhead
manageable. Alternatively, sampling a small proportion of messages allows observability data to
be collected gradually over time, building a useful picture of application behaviour without tracing
every transaction.

When evaluating OTel for production use, it is worth noting that messages eligible to emit OTel
spans cannot take advantage of the fast put to waiting getter optimisation. For workloads that rely
on this optimisation, this is a factor to consider when deciding whether to enable OTel on a given
queue.

OTel is particularly well suited to development and test environments. Full tracing is practical at
lower throughputs, and being able to trace transactions across MQ, CICS, IMS, and Db2 anlongside
MQ on distributed systems makes it much easier to understand application behaviour and diagnose
problems.
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Appendix A

Regression

When performance monitoring both IBM MQ Advanced for z/OS 10.0 and IBM MQ for z/OS 10.0,
a number of different categories of tests are run, which include:

• Private queue

• Shared queue

• Moving messages using MCA channels

◦ SSL

◦ Channel compression (ZLIBFAST / ZLIBHIGH)

◦ Streaming messages

• Moving messages using cluster channels

• Client

• Bridges and adaptors

• Trace

• AMS message protection

These tests are run against version V9.3 (V930) and 9.4 (V940) and 10.0 (V1000) and the comparison
of the results is shown in subsequent pages.

The statement of regression is based upon these results.

All measurements were run on a performance sysplex of an IBM z17 (9175) which was configured
as described in “System Configuration”.

Given the complexity of the z/OS environment even in our controlled performance environment, a
tolerance of +/-6% is regarded as acceptable variation between runs.
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Private Queue

Non-persistent out-of-syncpoint workload
Maximum throughput on a single pair of request/reply queues

The test uses 5 batch requester tasks that each put a message to a common request queue and wait
for a specific response on the reply queue. Once they have gotten the message, they put another
message to the request queue. The messages are put and got out of syncpoint.

There are 4 batch server tasks that action MQGET-with-wait calls on the request queue, get the
message and put a reply to the known (and pre-opened) reply queue and then the application goes
back into the MQGET-with-wait call. The messages are put and got out of syncpoint.

Chart: Transaction rate for non-persistent out-of-syncpoint workload

Chart: Transaction cost for non-persistent out-of-syncpoint workload
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Scalability of request/reply model across multiple queues

The queue manager is configured with pagesets 0 through 15 and with 1 buffer pool per pageset.

On each of pagesets 1 to 15, a pair of request and reply queues are defined. The test starts up 1
requester and 1 server task accessing the queues on pageset 1 and runs a request/reply workload.
At the end, the test starts a second pair of requester and server tasks which access the queues on
pageset 2 and so on until there are 15 requester and 15 server tasks using queues on all 15 pagesets
with the application queues defined.

The requester and server tasks specify NO_SYNCPOINT for all messages.

The measurements are run on a single LPAR with 16 dedicated processors online on the z17 (9175)
used for testing.

Chart: Transaction rate for non-persistent out-of-syncpoint scalability workload

Chart: Transaction cost for non-persistent out-of-syncpoint scalability workload

The preceding 2 charts show that a single queue manager is able to drive in excess of 715,000
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transactions per second - or 1,430,000 non-persistent messages per second on a 16-way LPAR.

Note: Since the performance for 9.3, 9.4 and 10.0 is comparable, the charts show only 10.0 data for
the purpose of clarity.
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Non-persistent server in-syncpoint workload
Maximum throughput on a single pair of request/reply queues

The test uses 5 batch requester tasks that each put a message to a common request queue and wait
for a specific response on the reply queue. Once they have gotten the message, they put another
message to the request queue. The messages are put and got out of syncpoint.

There are 4 batch server tasks that action MQGET-with-wait calls on the request queue, get the
message and put a reply to the known (and pre-opened) reply queue and then the application goes
back into the MQGET-with-wait call. The messages are got and put in syncpoint with 1 MQGET
and 1 MQPUT per commit.

Chart: Transaction rate for non-persistent in syncpoint workload

Chart: Transaction cost for non-persistent in syncpoint workload
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Scalability of request/reply model across multiple queues

The queue manager is configured with pagesets 0 through 15 and with 1 buffer pool per pageset.

On each of pagesets 1 to 15, a pair of request and reply queues are defined. The test starts up 1
requester and 1 server task accessing the queues on pageset 1 and runs a request/reply workload.
At the end, the test starts a second pair of requester and server tasks which access the queues on
pageset 2 and so on until there are 15 requester and 15 server tasks using queues on all 15 pagesets
with the application queues defined.

The requester tasks specify NO_SYNCPOINT for all messages and the server tasks get and put
messages within syncpoint.

The measurements are run on a single LPAR with 16 dedicated processors online on the z17 (9175)
used for testing.

The measurements are run using 2KB, 64KB and 4MB messages. The 4MB message measurement
uses a maximum of 6 sets of queues and tasks.

Note: Since the performance for 9.3, 9.4 and 10.0 s comparable, the charts show only 10.0 data for
the purpose of clarity.
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Chart: Transaction rate for non-persistent in syncpoint scalability workload with 2KB
messages

Chart: Transaction cost for non-persistent in syncpoint scalability workload with 2KB
messages
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Chart: Transaction rate for non-persistent in syncpoint scalability workload with 64KB
messages

Chart: Transaction cost for non-persistent in syncpoint scalability workload with 64KB
messages
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Chart: Transaction rate for non-persistent in syncpoint scalability workload with 4MB
messages

Chart: Transaction cost for non-persistent in syncpoint scalability workload with 4MB
messages
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Persistent server in-syncpoint workload
Maximum throughput on a single pair of request/reply queues

The test uses 60 batch requester tasks that each put a message to a common request queue and wait
for a specific response on the reply queue. Once they have gotten the message, they put another
message to the request queue. The messages are put in-syncpoint and got in-syncpoint.

There are 10 batch server tasks that action MQGET-with-wait calls on the request queue, get the
message and put a reply to the known (and pre-opened) reply queue and then the application goes
back into the MQGET-with-wait call. The messages are got and put in syncpoint with 1 MQGET
and 1 MQPUT per commit.

Chart: Transaction rate for persistent in syncpoint workload

Chart: Transaction cost for persistent in syncpoint workload
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Upper bounds of persistent logging rate

This test uses 3 batch tasks that each put and get messages from a common queue. One of the tasks
only uses a 1KB persistent message. The remaining 2 tasks vary the size of their message from 1KB
to 4MB.

The following chart shows the achieved log rate on a 3-way LPAR of the z17 (9175).

Since the performance for 9.3, 9.4 and 10.0 is comparable, the chart shows only 10.0 data for the
purpose of clarity.

Also included in the data is the performance of the MQ logger when zHyperLink is enabled. Support
for zHyperLink on MQ’s active log data sets was introduced in IBM MQ for z/OS 9.4.

Chart: Peak log rate achieved during persistent message workload

Notes:

The peak log rate in excess of 450MB per second is for each copy of the dual logs, i.e. there is more
than 900 MB of data being written to IBM MQ log data sets per second.

These logs are configured with 4 stripes.
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CICS Workload
When a CICS transaction makes a call using an MQ API, the resulting processing performed at
end of task can have a significant effect on the transaction cost. This cost is most noticeable when
adding the first MQ call e.g. MQPUT1 to the application.

The following chart uses a set of simple CICS transactions that open queues, put a 2KB non-
persistent message, get a 2KB non-persistent message, close queues and initiate a new CICS trans-
action. Running multiple sets of these transactions simulates a number of concurrent transactions
across multiple CICS regions.

In these measurements, the system is running with 16 dedicated processors and becomes CPU
constrained with 512 concurrent CICS tasks.

Notes on chart:

• As the 9.3, 9.4 and 10.0 data is similar, only 10.0 data is shown.

Chart: CICS workload with MQ 10.0
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Shared Queue
Version 7.1.0 introduced CFLEVEL(5) with Shared Message Data Sets (SMDS) as an alternative
to Db2 as a way to store large shared messages. This resulted in significant performance benefits
with both larger messages (greater than 63KB) as well as smaller messages when the Coupling
Facility approached its capacity by using tiered thresholds for offloading data. For more details on
the performance of CFLEVEL(5), please refer to performance report MP16 “Capacity Planning and
Tuning Guide”.

CFLEVEL(5) with SMDS with the default offload thresholds has been used for the shared queue
measurements.

Non-persistent out-of-syncpoint workload
Maximum throughput on a single pair of request/reply queues

The test uses 5 batch requester tasks that each put a message to a common request queue and wait
for a specific response on the reply queue. Once they have gotten the message, they put another
message to the request queue. The messages are put and got out of syncpoint.

There are 4 batch server tasks that action MQGET-with-wait calls on the request queue, get the
message and put a reply to the known (and pre-opened) reply queue and then the application goes
back into the MQGET-with-wait call. The messages are put and got out of syncpoint.

An increasing number of queue managers are allocated to process the workload. Each queue manager
has 5 requester tasks and 4 server tasks.
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Chart: Transaction rate for non-persistent out-of-syncpoint workload - 2KB messages.

Chart: Transaction cost for non-persistent out-of-syncpoint workload - 2KB messages.
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Chart: Transaction rate for non-persistent out-of-syncpoint workload - 64KB messages.

Chart: Transaction cost for non-persistent out-of-syncpoint workload - 64KB messages.
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Chart: Transaction rate for non-persistent out-of-syncpoint workload - 4MB messages.

Chart: Transaction cost for non-persistent out-of-syncpoint workload - 4MB messages.
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Non-persistent server in-syncpoint workload
Maximum throughput on a single pair of request/reply queues

The test uses 5 batch requester tasks that each put a message to a common request queue and wait
for a specific response on the reply queue. Once they have gotten the message, they put another
message to the request queue. The messages are put and got out of syncpoint.

There are 4 batch server tasks that action MQGET-with-wait calls on the request queue, get the
message and put a reply to the known (and pre-opened) reply queue and then the application goes
back into the MQGET-with-wait call. The messages are got and put in syncpoint with 1 MQGET
and 1 MQPUT per commit.

An increasing number of queue managers are allocated to process the workload. Each queue manager
has 5 requester and 4 server tasks.
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Chart: Transaction rate for non-persistent in syncpoint workload - 2KB

Chart: Transaction cost for non-persistent in syncpoint workload - 2KB
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Chart: Transaction rate for non-persistent in syncpoint workload - 64KB

Chart: Transaction cost for non-persistent in syncpoint workload - 64KB
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Chart: Transaction rate for non-persistent in syncpoint workload - 4MB

Chart: Transaction cost for non-persistent in syncpoint workload - 4MB
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Data sharing non-persistent server in-syncpoint workload

The previous shared queue tests are configured such that any queue manager within the queue
sharing group (QSG) can process messages put by any particular requester application. This means
that the message may be processed by a server application on any of the available LPARs. Typically
the message is processed by a server application on the same LPAR as the requester.

In the following tests, the message can only be processed by a server application on a separate LPAR.
This is achieved by the use of multiple pairs of request/reply queues.

The test uses 5 batch requester tasks that each put a message to a common request queue and wait
for a specific response on the reply queue. Once they have gotten the message, they put another
message to the request queue. The messages are put and got out of syncpoint.

There are 4 batch server tasks that action MQGET-with-wait calls on the request queue, get the
message and put a reply to the known (and pre-opened) reply queue and then the application goes
back into the MQGET-with-wait call. The messages are got and put in syncpoint with 1 MQGET
and 1 MQPUT per commit.
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Chart: Transaction rate for data sharing non-persistent in syncpoint workload - 2KB

Chart: Transaction cost for data sharing non-persistent in syncpoint workload - 2KB
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Chart: Transaction rate for data sharing non-persistent in syncpoint workload - 64KB

Chart: Transaction cost for data sharing non-persistent in syncpoint workload - 64KB
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Moving messages across channels
The regression tests for moving message across channels e.g. sender-receiver channels, are designed
to use drive the channel initiator such that system limits rather than MQ are the reason for any
constraints, and typically it is CPU that is the constraining factor. Therefore the tests use non-
persistent messages in-syncpoint, so that they are not constrained by logging etc.

Within the channel tests there are measurements with small numbers of channels (1 to 5 inbound
plus the same number outbound), which was suitable for driving the LPARs to capacity.

Note: Higher throughput can be achieved with additional CPUs but this can increase the transaction
cost.

Initially measurements are run both with and without the TLS/SSL encryption enabled.

The TLS 1.3 cipher spec “TLS_AES_256_GCM_SHA384” was used for all TLS/SSL tests.

The SSLRKEYC attribute was set as follows:

• 0 such that the secret key is only negotiated as channel start. This allows us to determine the
impact of encryption on the data.

◦ TLS 1.3 ciphers have key re-negotiation as part of the protocol, so the processing triggered
by reaching the threshold as defined by the SSLRKEYC attribute does not perform key
re-negotiation, but does have a non-zero cost. As such, we use SSLRKEYC(0) with our
TLS 1.3 protected channels.

The TLS/SSL tests all used a certificate key-size of 2048 bits, which has been the default size for
RSA since z/OS 2.2. The impact of certificate key-size is discussed in more detail in blog Impact of
certificate key-size on TLS-protected MQ channels.

Channel compression
Since IBM MQ version 8.0.0, the ZLIBFAST compression option is able to exploit zEDC hardware
compression, which is discussed in detail in MQ for z/OS - Channel Compression. The compression
measurements shown in this document use zEDC hardware compression where possible.

For further guidance on channel tuning and usage, please refer to performance report MP16 “Capacity
Planning and Tuning Guide”.

Additionally, the white paper "MQ for z/OS - Channel Compression" discusses the performance
of channel compression on z/OS including where compression may help improve the performance,
either by reducing MQ costs or improving channel throughput.

Measurements:

• The measurements using 1 to 5 channels use batch applications to drive the workload at each
end of the channel.

• The compression tests use 32KB message of varying compressibility, so there is something to
compress, e.g. a message of 32KB that is 80% compressible would reduce to approximately
6.5KB. These tests are run using 1 outbound and 1 inbound channel so include the compression
and inflation costs for the request and reply message.

Streaming messages across channels
Many of the performance tests in the regression section use a request/reply model to demonstrate
the performance of the MQ channels.

One common use of MQ is to provide the transport mechanism when data is moved between data
centres, such as in an IBM InfoSphere Data Replication queue replication (QREP) scenario. This
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model sends data in a single direction and can show different characteristics to a typical request/reply
model. For example the queue depths may naturally vary significantly, and in some cases may drive
MQ page set I/O.

Typically a QREP-scenario would use persistent messages and may have different message sizes for
online and batch processing. In this section we use 10KB messages for online processing and 1MB
messages for batch processing.

In the streaming configuration, the transmit queue is pre-loaded with messages to ensure the channel
is able to send full batches (of 200 messages), thus driving the channel to capacity.
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Non-persistent in-syncpoint - 1 to 5 sender receiver channels
Chart: Transaction rate with 32KB messages

Chart: Transaction cost for 32KB messages
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Chart: Transaction rate with 32KB messages over SSL channels with no secret key
negotiation

Chart: Transaction cost for 32KB messages over SSL channels with no secret key
negotiation
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Channel compression using ZLIBFAST
Version 8.0.0 onwards are able to exploit compression using the available zEDC hardware features.

Chart: Transaction rate with ZLIBFAST on 32KB messages

Chart: Transaction cost for ZLIBFAST on 32KB messages
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Channel compression using ZLIBHIGH
Chart: Transaction rate with 32KB messages with ZLIBHIGH

Chart: Transaction cost for 32KB messages with ZLIBHIGH
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Channel compression using ZLIBFAST on SSL channels
Version 8.0.0 onwards are able to exploit compression using the available zEDC hardware features.

Chart: Transaction rate with 32KB messages with ZLIBFAST on SSL channels

Chart: Transaction cost with 32KB messages with ZLIBFAST on SSL channels
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Channel compression using ZLIBHIGH on SSL channels
Chart: Transaction rate with 32KB messages with ZLIBHIGH on SSL channels

Chart: Transaction cost for 32KB messages with ZLIBHIGH on SSL channels
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Streaming workload between 2 z/OS queue managers
Chart: Rate (MB/Second) to stream persistent messages between 2 z/OS queue man-
agers

Chart: Cost to stream persistent messages between 2 z/OS queue managers
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Moving messages across cluster channels
The regression tests for moving messages across cluster channels are relatively simple, providing an
increasing number of destinations for each message put.

The cluster has 8 queue managers - one for the requester workload and the remaining 7 for the server
workload. As the test progresses, valid destination queues are defined on an increasing number of
the server queue managers. Only the requester queue manager is a full repository - this is not a
recommended configuration!

A set of requester tasks is run against one queue manager and the application chooses either bind-
on-open or bind-not-fixed. The requester application is written to use an ’MQOPEN, MQPUT,
MQCLOSE’ model to put messages to the queue. This ensures that the messages are distributed
evenly when using the bind-on-open option.

The messages flow across the cluster channels to one of the server queue managers to be processed by
the server applications, at which point they are returned to the originating requesting applications.

The measurements are run with 2KB messages and again with 32KB messages. In the 2KB work-
loads, the influence of the selection of the destination and the general cluster “overhead” is more
prevalent.
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Bind-on-open
Chart: Bind-on-open transaction rate with 2KB messages

Chart: Bind-on-open transaction cost for 2KB messages
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Chart: Bind-on-open transaction rate with 32KB messages

Chart: Bind-on-open transaction cost for 32KB messages
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Bind-not-fixed
Chart: Bind-not-fixed transaction rate with 2KB messages

Chart: Bind-not-fixed transaction cost for 2KB messages
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Chart: Bind-not-fixed transaction rate with 32KB messages

Chart: Bind-not-fixed transaction cost for 32KB messages

IBM MQ for z/OS 10.0
Base and Advanced Performance report (v1.0) - September 2026

Page 68 of 84



Moving messages across SVRCONN channels
The regression tests for moving messages across SVRCONN channels have a pair of client tasks for
each queue that is hosted on the z/OS queue manager.

One of the pair of client tasks puts messages to the queue and the other client task gets the mes-
sages from the queue. As the test progresses, an increasing number of queues are used, with a
corresponding increase in the number of putting and getting client tasks.

Two sets of tests are run, the first uses SHARECNV(0) on the SVRCONN channel to run in a
mode comparable to that used pre-version 7.0.0. The second uses SHARECNV(1) so that func-
tion such as asynchronous puts and asynchronous gets are used via the DEFPRESP(ASYNC) and
DEFREADA(YES) queue options.

Choosing which SHARECNV option is appropriate can make a difference to capacity and the per-
formance which is discussed in more detail in performance report MP16 “Capacity Planning and
Tuning Guide” Channel Initiator section.

Note: The rate and costs are based upon the number of MB of data moved per second rather than
the number of messages per second.
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Client pass through test using SHARECNV(0)
Chart: Throughput rate for client pass through tests with SHARECNV(0)

Chart: Cost per MB of client pass through tests with SHARECNV(0)
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Client pass through test using SHARECNV(1)
Chart: Throughput rate for client pass through tests with SHARECNV(1)

Chart: Cost per MB of client pass through tests with SHARECNV(1)
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IMS Bridge
The regression tests used for IMS Bridge use 3 queue managers in a queue sharing group (QSG)
each on separate LPARs. A single IMS region is started on 1 LPAR and has 16 Message Processing
Regions (MPRs) started to process the MQ workload.

The IMS region has been configured as detailed in performance report MP16 “Capacity Planning and
Tuning Guide” using the recommendations in the section “IMS Bridge: Achieving Best Throughput”.

Note: 16 MPRs are more than really required for the 1, 2 and 4 TPIPE tests but they are available
for consistent configuration across the test suite.

There are 8 queues defined in the QSG that are configured to be used as IMS Bridge queues.

Each queue manager runs a set of batch requester applications that put a 2KB message to one of
the bridge queues and waits for a response on a corresponding shared reply queue.

Tests are run using both Commit Mode 0 (Commit-then-Send) and Commit Mode 1 (Send-then-
Commit).
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Commit mode 0 (commit-then-send)
Chart: IMS Bridge commit mode 0 - Throughput rate

Chart: IMS Bridge commit mode 0 - Transaction cost
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Commit mode 1 (send-then-commit)
Chart: IMS Bridge commit mode 1 - Throughput rate

Chart: IMS Bridge commit mode 1 - Transaction cost
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Trace
The regression tests for trace cover both queue manager global trace and the channel initiator trace.

Since the performance for 9.3, 9.4 and 10.0 is comparable, the charts in this section show only 10.0
data for the purpose of clarity.

Queue manager global trace
The queue manager global trace tests are a variation on the private queue non-persistent 2KB
scalability tests with TRACE(G) DEST(RES) enabled.

To enable a comparison of impact from enabling MQ’s global trace, the results from the equivalent
measurements without trace enabled are included.
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Chart: Queue manager TRACE(G) DEST(RES) - transaction rate

Chart: Queue manager TRACE(G) DEST(RES) - transaction cost

It must be emphasised that whilst the impact from enabling TRACE(G) for these workloads is
effectively to double the overall transaction cost, this is primarily due to the high proportion of MQ
API work when compared to the overall transaction and the simplistic nature of the application.
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Channel initiator trace
The channel initiator trace tests are a variation on the client pass through tests using SHARECNV(0)
with TRACE(CHINIT) enabled.

To enable a comparison of impact from enabling MQ’s channel initiator trace, the results from the
equivalent measurements without trace enabled are included.

Chart: Channel initiator TRACE(CHINIT) - throughput rate

Chart: Channel initiator TRACE(CHINIT) - cost per MB

Note that there was sufficient CPU capacity such that the measurements with TRACE CHINIT
enabled were able to achieve similar, or indeed higher, throughput to the measurements where trace
was disabled. However, the additional cost would impact the throughput in a CPU constrained
system.
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Advanced Message Security

IBM MQ Advanced for z/OS 10.0 only

Background
IBM MQ Advanced Message Security (IBM MQ AMS) provides a high level of protection for sensitive
data flowing through the MQ network with different levels of protection by using a public key
cryptography model.

IBM MQ version 9.0 supplemented the existing two qualities of protection Integrity and Privacy
with a third quality of protection, namely Confidentiality.

Integrity protection is provided by digital signing, which provides assurance on who created the
message, and that the message has not been altered or tampered with.

Privacy protection is provided by a combination of digital signing and encryption. Encryption
ensures that message data is viewable by only the intended recipient, or recipients.

Confidentiality protection is provided by encryption only.

IBM MQ AMS uses a combination of symmetric and asymmetric cryptographic routines to provide
digital signing and encryption. Symmetric key operations are very fast in comparison to asym-
metric key operations, which are CPU intensive and whilst some of the cost may be offloaded to
cryptographic hardware such as Crypto Express8S, this can have a significant impact on the cost of
protecting large numbers of messages with IBM MQ AMS.

• Asymmetric cryptographic routines as used by Integrity and Privacy

For example, when putting a signed message the message hash is signed using an asymmetric
key operation. When getting a signed message, a further asymmetric key operation is used to
verify the signed hash. Therefore, a minimum of two asymmetric key operations are required
per message to sign and verify the message data. Some of this asymmetric cryptographic work
can be offloaded to cryptographic hardware.

• Asymmetric and symmetric cryptographic routines as used by Privacy and Confiden-
tiality

When putting an encrypted message, a symmetric key is generated and then encrypted using
an asymmetric key operation for each intended recipient of the message. The message data
is then encrypted with the symmetric key. When getting the encrypted message the intended
recipient needs to use an asymmetric key operation to discover the symmetric key in use for
the message. The symmetric key work cannot be offloaded to cryptographic hardware but will
be performed in part by CPACF processors.

All three qualities of protection, therefore, contain varying elements of CPU intensive asymmetric key
operations, which will significantly impact the maximum achievable messaging rate for applications
putting and getting messages.

Confidentiality policies do, however, allow for symmetric key reuse over a sequence of messages.

Key reuse can significantly reduce the costs involved in encrypting a number of messages intended
for the same recipient or recipients.

For example, when putting 10 encrypted messages to the same set of recipients, a symmetric key is
generated. This key is encrypted for the first message using an asymmetric key operation for each
of the intended recipients of the message.

Based upon policy controlled limits, the encrypted symmetric key can then be reused by subsequent
messages that are intended for the same recipient(s). An application that is getting encrypted
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messages can apply the same optimization, in that the application can detect when a symmetric key
has not changed and avoid the expense of retrieving the symmetric key.

In this example 90% of the asymmetric key operations can be avoided by both the putting and
getting applications reusing the same key.

IBM MQ for z/OS 9.1 further optimised the performance of AMS qualities of protection, for all 3
levels, with the most optimal offering from a performance perspective being AMS Confidentiality.

As was discussed in blog Impact of key-size on AMS performance, the AMS measurements in the MQ
performance reports have historically used 1024-bit key sizes in the certificate. This performance
report has moved to using 2048-bit keys as these are the system default.

AMS regression test configuration
A simple request/reply workload is configured using a single z/OS queue manager with a pair of
request and reply queues protected by an AMS security policy. In this instance there is 1 requester
and 1 server task that run as long-running batch tasks.

The AMS policies defined are:

• Integrity Messages digitally signed with SHA256.

• Privacy Messages digitally signed with SHA256 and encrypted with AES256.

• Confidentiality Messages encrypted with AES256 and the key can be reused:

◦ For 1 message

◦ For 32 messages

◦ For 64 messages

◦ For an unlimited number of messages whilst the application remains connected.
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Impact of AMS policy type on 2KB request/reply workload
Chart: Transaction rate for 2KB non-persistent workload with AMS protection applied
to request and reply queues

Chart: Transaction cost for 2KB non-persistent workload with AMS protection applied
to request and reply queues
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Impact of AMS policy type on 64KB request/reply workload
Chart: Transaction rate for 64KB non-persistent workload with AMS protection ap-
plied to request and reply queues

Chart: Transaction cost for 64KB non-persistent workload with AMS protection ap-
plied to request and reply queues
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Impact of AMS policy type on 4MB request/reply workload
Chart: Transaction rate for 4MB non-persistent workload with AMS protection applied
to request and reply queues

Chart: Transaction cost for 4MB non-persistent workload with AMS protection applied
to request and reply queues
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Appendix B

System configuration

The majority of the measurements in this report were run on our IBM MQ Performance Sysplex
running on IBM z17 (9175) configured thus:

LPAR 1: 1-32 dedicated CP processors, plus 2 zIIP, 144GB of real storage.

LPAR 2: 1-3 dedicated CP processors, 48GB of real storage.

LPAR 3: 1-10 dedicated CP processors, plus 2 zIIP, 48GB of real storage.

Default Configuration:

3 dedicated processors on each LPAR, where each LPAR running z/OS 3.2 FMID HBB77F0.

Coupling Facility:

• Internal coupling facility with 4 dedicated processors.

• Coupling Facility running CFCC level 26 service level 00.43.

• Dynamic CF Dispatching off.

• 3 x ICP links between each z/OS LPAR and CF

DASD:

• FICON Express 32S connected DS8950F.

• 4 dedicated channel paths (shared across sysplex)

• HYPERPAV enabled.

System settings:

• zHPF enabled by default.

• HIPERDISPATCH enabled by default.

• LPARs 1 and 3 configured with different subnets such that tests moving messages over channels
send data over 10GbE Network Express performance network.

◦ SMC-R disabled by default between LPARs 1 and 3.

◦ SMC-D disabled by default between LPARs 1 and 3.

• zEDC compression available by default - used with MQ channel attribute COMPMSG(ZLIBFAST).

• Crypto Express8 features configured thus:
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◦ 1 x Accelerator, shared between LPARs 1,2 and 3.

◦ 2 x Coprocessor on LPAR1.

◦ 1 x Coprocessor on LPAR2.

◦ 2 x Coprocessor on LPAR3.

IBM MQ trace status:

• TRACE(GLOBAL) disabled.

• TRACE(CHINIT) disabled.

• TRACE(S) CLASS(1,3,4) enabled.

• TRACE(A) CLASS(3,4) enabled.

General information:

• Client machines:

◦ 2 x IBM z 16 (8561) running RHEL 8.10 each with 128GB memory and 6 CPUs configured
with 2 threads per core giving 12 CPUs per LPAR.

• Client tests used a 10GbE performance network.

• Other IBM products used:

◦ IBM CICS TS 6.3.

◦ Db2 for z/OS version 13.

◦ IMS 15.5

◦ IBM MQ for z/OS 9.4 with latest service applied as of May 2026.

◦ IBM MQ for z/OS 9.3 with latest service applied as of May 2026.
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